J（Θ） common
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Policy Gradient method for reinenforce learning
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Proximal Policy Optimization (PPO) is a popular policy gradient method in reinforcement learning, designed to improve training stability and efficiency. It involves two key techniques:
1. Clipped Surrogate Objective: PPO restricts the update size for the policy by using a clipped version of the probability ratio between the old and new policy.
2. Multiple Updates per Trajectory: Instead of updating the policy after each experience, PPO allows for multiple updates using the same set of trajectories, but carefully controls how far the policy can change.

# Initialize policy network pi_theta and value network V_phi
policy_network = PolicyNetwork()  # pi_theta
value_network = ValueNetwork()    # V_phi
optimizer_policy = Optimizer(policy_network.parameters)
optimizer_value = Optimizer(value_network.parameters)

# Hyperparameters
epsilon = 0.2               # Clipping range for PPO
epochs = 10                 # Number of policy updates per trajectory
gamma = 0.99                # Discount factor
lambda_gae = 0.95           # GAE (Generalized Advantage Estimation) factor
batch_size = 64             # Minibatch size for updates
max_steps_per_episode = 1000 # Maximum steps per episode

for episode in range(total_episodes):
    
    # 1. Collect trajectories from the current policy pi_theta
    states, actions, rewards, log_probs_old, values = collect_trajectories(policy_network, value_network)

    # 2. Compute discounted rewards (returns) and advantages using GAE
    returns, advantages = compute_advantages(rewards, values, gamma, lambda_gae)

    for _ in range(epochs):
        # 3. Shuffle trajectories and sample minibatches
        for batch in minibatch(states, actions, log_probs_old, returns, advantages, batch_size):

            # Extract data for this batch
            batch_states, batch_actions, batch_log_probs_old, batch_returns, batch_advantages = batch
            
            # 4. Compute new log-probs, entropy, and state values
            log_probs_new, entropy = policy_network.evaluate_actions(batch_states, batch_actions)
            values_pred = value_network(batch_states).squeeze()
            
            # 5. Compute ratio of new and old probabilities
            ratio = exp(log_probs_new - batch_log_probs_old)  # pi_theta(a|s) / pi_old(a|s)
            
            # 6. Calculate the clipped surrogate objective (policy loss)
            unclipped_objective = ratio * batch_advantages
            clipped_objective = clip(ratio, 1 - epsilon, 1 + epsilon) * batch_advantages
            policy_loss = -mean(min(unclipped_objective, clipped_objective))  # Minimize the negative objective
            
            # 7. Compute value loss (mean squared error)
            value_loss = mean((batch_returns - values_pred) ** 2)
            
            # 8. Update policy and value networks
            optimizer_policy.zero_grad()
            policy_loss.backward()
            optimizer_policy.step()
            
            optimizer_value.zero_grad()
            value_loss.backward()
            optimizer_value.step()

    # 9. Optionally log episode results (rewards, losses, etc.)
    log_episode_results(episode, rewards, policy_loss, value_loss)
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4. Probability of a Trajectory 7

The probability of a trajectory 7 under the policy y can be written as the product of the
probabilities of taking the actions a; at each state s;, under the policy:

o (T,

[Imo(als)
=0

Thus, the log-probability of the trajectory is:

T
logm(r) = 3 logmo(auls:)
=0

5. Gradient of the Objective

Now, we can express the gradient of the objective J(6) as:

VoJ(0) =E;ur, |:R(T)Vy Zlogm(a,\s,)]

=0

This can be simplified to:

VoJ(0) =E;ur, |:§T: Vlog ﬂy(allsl)R(T)]

=
6. Use Discounted Return R,

In practice, we use the discounted return starting from time step ¢, denoted as R, rather
than the total return for the entire trajectory. This gives us the following final expression for
the policy gradient:

@
VoJ(0) =E;r, I:Z Vg log ﬂg(a‘\sl)Rl]

=0
Where:
o Vglogmg(ass;) is the gradient of the log-probability of action a, given state s;.

* R, is the return starting from time step ¢.
This is the policy gradient expression that is used in algorithms like REINFORCE.

Summary of Derivation Steps

1. Start with the objective: J(0) = Eq,[R()]-

2. Use the log-likelihood trick to express the gradient as: V. J(0) =
Er,[R(7) Vo log ()]

3. Decompose the probability of a trajectory 1r,9('r) as a product of action probabilities.

4. Rewrite the log-probability of the trajectory: log ms(7) = E,T:,, log mo(ay|st).

5. Finally, use discounted returns to get the policy gradient: VJ(6) =
Exry [E,T:,, Volog Wg(m\s‘)R,].

This expression is the basis of the REINFORCE algorithm and forms the foundation for more
advanced policy gradient methods.
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2.1 Policy Gradient Methods

Policy gradient methods work by computing an estimator of the policy gradient and plugging it
into a stochastic gradient ascent algorithm. The most commonly used gradient estimator has the
form

g= ]I:Ii [Vg log mp(as | st)At] (1)

where 7y is a stochastic policy and A, is an estimator of the advantage function at timestep t.
Here, the expectation E, [-..] indicates the empirical average over a finite batch of samples, in an
algorithm that alternates between sampling and optimization. Implementations that use automatic
differentiation software work by constructing an objective function whose gradient is the policy
gradient estimator; the estimator g is obtained by differentiating the objective

LPG(a) =B [lﬁg m(az | St)fit]- (2)

While it is appealing to perform multiple steps of optimization on this loss LF'¢ using the same
trajectory, doing so is not well-justified, and empirically it often leads to destructively large policy
updates (see Section 6.1; results are not shown but were similar or worse than the “no clipping or
penalty” setting).
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Formula (1): The Gradient Estimator

The gradient estimator § is defined as:
G=E [V.q log 1r,9(a,|sl)li‘]

Where:

« my(ay|s;) is the policy, which gives the probability of taking action a, in state s, under
the policy parameterized by 6.

. A, is an estimator of the advantage function A(s,, a.,), which measures how much

better (or worse) taking action a; in state s; is compared to the expected outcome.

. ]E, [] represents the empirical expectation, i.e., the average over a finite batch of

samples.

Derivation:

The basic policy gradient theorem expresses the gradient of the expected return J| (B) with
respect to policy parameters 6 as:

T
VoJ(8) =Eror, [Z Vo logm,(a‘\s,)m]
t=0

Where R, is the return (cumulative reward) starting from time step ¢.

In practice, instead of the full return Ry, we often use the advantage function A(sl, al),
which compares the value of the action a, with the expected value under the policy:

A(si,ar) = Q(st,a) — V(st)

Where:
« Q(s,a) is the action-value function.

o V(s,) is the state-value function.

The advantage function gives a more precise measure of how much better an action is

compared to the average action in that state. The gradient estimator becomes:
Vo J(8) =E, [Vy log ms(ay|s:) A(s:, ar)]

‘When we approximate the expectation with an empirical average over a batch of samples,

we get formula (1):
3= 1B [Vologm(ails) 4]

Where /i, is an estimator of the advantage.
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Formula (2): The Objective Function for Policy Gradient

The policy gradient algorithm typically maximizes the following objective function:
L(0) =, [lug 7".9(11:|3t)1ig]

This is essentially the log-probability of taking actions under the policy, weighted by the
advantage function.

The intuition behind this objective function is that we want to increase the probability of
actions that have a positive advantage (i.e., actions that lead to higher returns than
expected) and decrease the probability of actions with a negative advantage. The advantage
function /i, tells us how much better or worse each action is compared to the average.

When we maximize LFC| (9), we are effectively optimizing the policy by adjusting the
parameters 6 such that actions that result in higher rewards are more likely in the future.

Taking the gradient of this objective function gives us the policy gradient, which is why §
(the gradient estimator from formula (1)) can be obtained by differentiating this objective:

§="V,L(6)

Thus, formula (2) is the objective function that we differentiate to compute the policy
gradient. By optimizing this function, we adjust the policy parameters to improve the
expected return.

Summary:

« Formula (1) is the policy gradient estimator that uses the advantage function to
improve learning efficiency.

« Formula (2) is the objective function we optimize to find the gradient estimator in
formula (1).

Both formulas are fundamental components of policy gradient methods used in
reinforcement learning, where we update the policy parameters to maximize expected
rewards.




image10.png
1. Policy-Based Reinforcement Learning

In policy-based reinforcement learning, instead of learning a value function (like Q(s, a)),
we directly learn a policy 7(,9(0,‘3), parameterized by 8, which maps a state s to a probability
distribution over actions a.

The goal is to find the parameters 6 that maximize the expected cumulative reward (or

return):
J(6) = Exr, [R(7)]
where T is a trajectory (or episode), and R(T) is the return of the trajectory.

2. REINFORCE Algorithm (Monte Carlo Policy Gradient)

REINFORCE is one of the simplest policy gradient methods. It computes the gradient of the
objective J| (9) and updates the policy parameters 6 using the following update rule:

0+ 0+ aVyJ(0)

To compute VJ(6), we use the policy gradient theorem, which states that:
VoJ (0) = Ex, [V logms(als)R(7)]

Thus, the parameter update rule for REINFORCE is:

T
00+ mZV,q log mg(as|s:) Ry
=0

Where:
« R = EL‘ 77y is the discounted return from time step t.
* ais the learning rate.

* «yis the discount factor.

REINFORCE with Baseline

A key challenge with REINFORCE is that the variance of the updates can be high. To reduce
variance, we introduce a baseline function b(s), which is subtracted from the return R;. This
doesn’t change the expected gradient but can reduce variance:

T
0 0+a Vologm(asls:) (Re —b(st))
=0

Typically, the state-value function V/(s;) is used as the baseline, where V (s;) estimates the
expected return from state s;.
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3. Value Functions: V(s), Q(s,a), and A(s,a)

Before diving into more advanced policy gradient methods, let's recap the key value
functions:

« State-Value Function V/(s): The expected return starting from state s and following the
policy p:
V(s) = Exr, [Ri|se = 5]
« Action-Value Function Q(s, a): The expected return starting from state s, taking action
a, and then following policy mg:

Q(s,0) = Ex, [Ri|s; = 3,0, = a]
« Advantage Function A(s,a): Measures how much better taking action a in state s is
compared to the expected return from state s (i.e, V/(s)):

A(s,a) = Q(s,a) — V(s)

This is useful for reducing the variance of the policy gradient.

4. Actor-Critic Methods
Actor-

ic methods combine both value-based and policy-based approaches. Instead of
relying purely on the return R, (as in REINFORCE), the critic estimates a value function
(usually V(s) or Q(s, a)), while the actor updates the policy .

Advantage Actor-Critic (A2C)

A popular actor-critic method is Advantage Actor-Critic (A2C), where the update rule for
the policy (actor) is based on the advantage function A(s,a), which tells us how much
better or worse the selected action was compared to the baseline V(s).

The gradient update for the policy in A2C is:
0 < 0+ aVjlogmy(als)A(s, a)
where:
o A(s,a) =Q(s,a) — V(s).
« Q(s,a) is often estimated by R; (the observed return).

« V(s) is estimated by a separate neural network.

The critic’s role is to minimize the temporal difference error between the target return R;
and the value function V (s):

L(¢) = (B — Vi(s1))’

where ¢ are the parameters of the value network.
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5. Proximal Policy Optimization (PPO)

Proximal Policy Optimization (PPO) is a state-of-the-art policy gradient method that
improves upon previous approaches by ensuring stable and reliable updates to the policy.

Motivation

In standard policy gradient methods like REINFORCE or A2C, large updates to the policy can
cause drastic changes in the action probabilities, which can lead to unstable learning. PPO
solves this by ensuring that updates to the policy do not cause large changes.

Clipped Objective

The main idea in PPO is to constrain the policy update. Instead of directly maximizing the
policy gradient, PPO uses a clipped surrogate objective to prevent large deviations
between the old and new policies.

Let 7y (9) represent the probability ratio between the new and old policy:
o (ass:)
() = ———=
O uals)
PPO’s clipped objective is:
LCLP(9) = E, [min (r,(6) Ay, clip(r(8), 1 — €, 1 + €) 4;)]
where:

« A, is the advantage function (can be computed using R, — V(s;)).

* eis a small hyperparameter that limits the amount of change to the policy in each
update.

The clipping ensures that if the new policy’s probability ratio r‘(B) deviates too much from 1
(i.e,, the old policy), the update is suppressed. This prevents the policy from changing too
rapidly, which could destabilize learning.

PPO Update

The PPO algorithm alternates between sampling trajectories and optimizing the clipped
objective function. The basic steps are:

1. Sample trajectories using the current policy.
Compute the advantage function A(s, a) for each state-action pair.

Update the policy by maximizing the clipped objective LCP (6).

&> oW

Update the value function V() by minimizing the squared error between the
predicted value and the observed return.
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Breakdown of Steps:
1. Initialization:
« Define the policy network ( pi_theta ) and value network (v_phi ).
 Set up optimizers for updating the networks.
2. Collect Trajectories:

e Run the current policy in the environment to gather trajectories (sequences of

states, actions, rewards).

¢ Log the old log-probabilities ( 10g_probs_o1d ) for the actions taken by the old
policy, which will be compared with the updated policy during training.

3. Compute Advantages and Returns:
o Returns are the discounted sum of future rewards.

¢ Advantages are computed using Generalized Advantage Estimation (GAE) to reduce
variance and provide a more stable signal for policy updates.

4. Policy Update Loop (Multiple Epochs):

» For each epoch, shuffle the trajectories and create minibatches for updates.

Evaluate the new log-probabilities for the actions taken in the current policy.

Calculate the ratio between the new and old policy probabilities:

LCAED)
o (az]st)

Compute the unclipped objective using the advantage and the ratio.

ratio =

Apply the PPO clip to limit the change in the policy:

clipped objective = min(unclipped, clipped)
This ensures the policy doesn't change too much in a single update.
5. Value Function Update:

¢ Use a simple mean-squared error between the predicted value and the computed

returns.
6. Backpropagation and Gradient Descent:

e Perform gradient updates for both the policy and value networks using the
computed losses.
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Key Components:

¢ Clipping: The core innovation in PPO is clipping the probability ratio to avoid large
policy updates. This stabilizes training and prevents the policy from changing too
rapidly.

» Advantage Estimation: The advantage function A(s, a) tells us how much better or
worse an action is compared to the average action at a state. GAE (Generalized
Advantage Estimation) is commonly used in PPO to balance bias and variance in the
advantage estimates.

* Multiple Epochs: PPO updates the policy multiple times per batch of data, but uses the
clipping mechanism to prevent too large updates.

Hyperparameters:

¢ epsilon: The clipping parameter that controls how much the policy can change in a
single update.

e gamma : Discount factor for future rewards.
e lambda_gae : The GAE factor, controlling bias-variance trade-off.

e epochs : Number of epochs per trajectory used to update the policy.

Summary:
PPO improves upon basic policy gradient methods by:
¢ Clipping updates to limit large changes in policy.

 Allowing for multiple updates on the same batch of data, making the learning process
more sample-efficient.

* Using GAE to compute the advantage for more stable learning.
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VoJ(0) = VoErr,[R(T)] = Erry [R(7) Vi log mo(7)]

we'll break it down into a few clear steps using the log-likelihood trick and properties of
expectations.
Setup

 0:the parameter of the policy my.

» my(7): the probability of a trajectory T (sequence of states and actions) under the policy

p.
o R(7): the reward associated with trajectory 7.

e J(0) = E,r,[R(7)]: the objective function we're trying to maximize with respect to 6,
which is the expected reward over trajectories.

Step 1: Differentiate the Objective

We want to compute the gradient of J(8), which is the expected reward under the policy my:
VoJ(6) = VoE .y [R(7)]

By the definition of the expectation, we can rewrite the objective as:
NOES /Wg(T)R(T)dT
T
So, the gradient of J(#) becomes:

Vo (6) = Vo / ro(r)R(r)dr

-

Step 2: Apply the Product Rule

To differentiate the expectation, we apply the product rule of differentiation to my(7)R(7).
Since R(7) doesn't depend on 6, the only term we need to differentiate is 7y (7). Thus:

VoI (6) = / Vormo(r)R(r)dr
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Step 3: Apply the Log-Likelihood Trick
Now, apply the log-likelihood trick to express Vgmg(7) in terms of the log-probability
log ma(7):

Vomg(1) = me(7) Vg log me(T)
Substitute this into the gradient expression:

VoJ(0) = /wg(T)VB log me(7)R(7)dT

=

Step 4: Rewrite as an Expectation
Notice that the integral is now in the form of an expectation with respect to the distribution

me(7):

VoJ(0) = E;ry [R(T) Ve log me(7)]
This is the desired result.

Intuition

e The log-likelihood trick is used to simplify the derivative of the probability distribution
me(7) by moving the gradient inside the expectation.

o The term V log mg(7) indicates how the log-probability of trajectory T changes with
respect to the policy parameters 6.

» The expectation weighs this gradient by the reward R(7), suggesting that trajectories
with higher rewards influence the gradient more strongly.

This result is widely used in reinforcement learning, especially in policy gradient methods
like REINFORCE, where it allows us to compute gradients for optimizing policies.
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The Goal

We want to derive the following identity:
Vep(x;0) = p(x;6)Vp log p(x; 0)

Step 1: Recall the Chain Rule of Calculus

The chain rule of differentiation states that if a function f(6) can be written as the
exponential of another function g(6), then the derivative of f(6) can be expressed as:

Vo f(6) = £(6)Vslog £(6)

This is the core idea we'll use. In our case, f(8) is the probability p(z; ), and g(@) is
log p(z; 9).

Step 2: Differentiate Using the Chain Rule

Let's differentiate p(z; 6) with respect to 6 using the chain rule.
We start by expressing p(z; 6) in terms of its logarithm:

p(x; 0) = elosr(0)
Now, differentiate both sides with respect to 6:

Vop(z;0) =V, (elogp (I;B))
Using the chain rule for the derivative of the exponential function e9(?), we get:
Vop(x; 0) = °570) . Vg log p(x; 0)

But since €l82(#f) — p(z; ), we can simplify this to:

Vop(z;0) = p(z;0) Ve log p(z; )
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Step 3: Interpretation

This equation says that the gradient of the probability p(z; 6) with respect to its parameters
0 can be written as the product of the probability itself and the gradient of its log-
probability. The term Vg log p(z; 0) is called the score function in statistics.

Intuition Behind the Result

* Logarithm properties: The logarithm simplifies many expressions, especially when
dealing with products or exponentials. Differentiating the log-probability is often
simpler than directly differentiating the probability.

» Weighting by the probability: The result weights the score function Vg log p(z; 6) by
the probability p(z; 8), ensuring that regions with high probability have more influence
on the gradient.

This log-likelihood trick is particularly useful in optimization problems involving expectations
over distributions, such as in reinforcement learning, variational inference, or Bayesian
methods, where you need to take gradients with respect to parameters 6 that define the
distribution.
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1. Objective Function J(6)

The objective function in reinforcement learning is to maximize the expected return

(cumulative reward) under the policy mg(a|s). The expected return can be written as:
J(60) = Errury [R(7)]

Where:
7 is atrajectory {(so,a0,70), (1,a1,71),.-- }.
o R(7) is the total reward for the trajectory 7.
» mg(als) is the policy parameterized by 6, which defines the probability of taking action a

in state s.

We want to compute the gradient of J(8) with respect to the policy parameters 6.
2. Take the Gradient Vy.J (6)

To optimize J(6), we take the gradient of J(6) with respect to the parameters 6:

VoJ(0) = VoErr,[R(7)]

Since the expectation E, depends on the policy 7y, we cannot directly take the derivative
inside the expectation. Instead, we use the log-likelihood trick, which allows us to express
the gradient of an expectation as an expectation of the gradient.

3. Log-Likelihood Trick

The log-likelihood trick (also known as the score function estimator) is a standard technique
for taking gradients of probability distributions. It states that:

Vep(x;0) = p(x;6)Vp log p(x; 0)
This allows us to rewrite the gradient of J() as follows:

VoJ(0) = VoE, ) [R(T)] = Errory [R(T) Vg log my(7)]

Where 7, (7) is the probability of the entire trajectory 7 under the policy 7.




